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Different published versions of partial least squares discriminant analysis (PLS-DA) are shown as
special cases of an approach exploiting prior probabilities in the estimated between groups covariance
matrix used for calculation of loading weights. With prior probabilities included in the calculation of
both PLS components and canonical variates, a complete strategy for extracting appropriate decision
spaces with multicollinear data is obtained. This idea easily extends to weighted linear dummy
regression so that the corresponding fitted values also span the canonical space. Two different choices
of prior probabilities are applied with a real dataset to illustrate the effect for the obtained decision
spaces. Copyright © 2007 John Wiley & Sons, Ltd.
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1. INTRODUCTION: FEATURE
EXTRACTION AND CLASSIFICATION
WITH MULTIVARIATE DATA

Partial least squares (PLS) is an important methodology
used for both regression and classification problems with
multicollinear data. The purpose of PLS is to provide
stable and efficient data compression and prediction as
well as important tools for interpretation. Evidence for the
importance of the PLS methodology is well established both
theoretically and empirically, see Wold et al. [1], Barker and
Rayens [2] and Nocairi et al. [3].

For classification problems, the most common way of
using PLS is to define a Y matrix consisting of dummy
variables defining the groups and then use the classical PLS2
(PLS with several responses) for finding a relevant subspace.
Discriminant PLS (DPLS) is the most common way of using
the PLS solution for new objects. DPLS predicts the dummy
variables and then allocates the object to the group with
the highest predicted value. Another possibility is to use
PLS as a pre-processing of the data and then apply more
classical classification methods (such as linear or quadratic
discriminant analysis) with the PLS scores as predictors. The
latter has shown to lead to more parsimonious solutions.

Recently an alternative way of extracting relevant
components for classification based on the PLS principle
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of maximising covariance, partial least squares discriminant
analysis (PLS-DA), was proposed by Nocairi et al. [3]. A
strength of this approach is its natural relation to Fisher’s
canonical discriminant analysis (FCDA), suggesting PLS-
DA as a reasonable modification of an already established
method. Again, the PLS scores can be considered a
parsimonious and stable basis to be used as input to more
classical classification methods such as linear discriminant
analysis (LDA) and quadratic discriminant analysis (QDA).

In the present paper we propose a methodological
framework that comprises both the original PLS2 and the
new PLS-DA as special cases. This framework is based
on inclusion of prior probabilities for the different groups,
with PLS2 and PLS-DA corresponding to two separate
choices of priors. We also show how the classical FCDA
appears as a special case of a similar framework including
prior probabilities in canonical analysis. The suggested
generalizations contribute to an improved understanding
of the relationship between different ways of extracting
relevant components in multivariate classification and they
provide better justification for using PLS methodology within
a classification context.

Applying LDA with a weighted within groups covariance
estimate with the original X-features is equivalent to
applying LDA with the fitted values Ŷ as features (from the
corresponding weighted linear dummy regression) because
the fitted values Ŷ spans the corresponding (weighted)
canonical space of dimension g − 1 for a g groups problem.
Hence, the classification space can always be reduced to a
space with dimension equal to one less than the number g of
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groups, and any subset of containing g − 1 columns from Ŷ

is a sufficient set of features.
In Section 2 we give a review of basic definitions and some

important results from the discriminant analysis literature
relevant to the context of the present paper. The new results
announced above are presented in Section 3. A feasible
applied PLS approach to classification problems, including
the use of prior probabilities, is described in Section 4. In
Section 5 we present results based on real data to illustrate
that using different sets of priors may have a clear impact on
the obtained results.

2. A BRIEF REVIEW OF DISCRIMINANT
ANALYSIS

2.1. The classification problem
A classification problem with g different groups and n objects
measured on p features, where each object belongs to exactly
one group, is characterized by a n × p data matrix X (each
of the p feature variables are assumed centered) and a n × 1
vector of class labels y = [y1, y2, . . . , yn]t. Each label yi ∈ G =
{l1, l2, . . . , lg}, i = 1, . . . , n, is here considered as a symbol
without numerical meaning. The object described by the ith
row in X is labelled by yi to indicate its group membership.
Assuming that the kth group contains nk objects, the total
number of objects is n = ∑g

k=1 ng. The goal of a classification
problem is to design a function C(x) : Rp → G able to predict
the correct group membership of a feature vector x ∈ Rp with
high accuracy.

2.2. Bayes classification
Bayes classification with normality assumptions for the
groups is an important statistical approach for solving
classification problems. With g different groups, Bayes
classification includes an ordered set of prior probabilities
� = {π1, . . . , πg}, πk ≥ 0,

∑
πk = 1, and estimates of the

probabilistic structure pk(x) of each group k = 1, . . . , g.
If no particular knowledge is available, identical priors
(πk = 1/g) or empirical priors (chosen according to the
relative frequencies of the groups, πk = nk/n) are most
often used.

In Bayes classification an observation x is allocated
to the group that yields the largest of the posterior
probabilities:

p(k|x) = πkpk(x)∑g

j=1 πjpj(x)
(1)

With normality assumptions and simplifications, the
classification scores to be compared are given by

ck(x) = (x − µk)t�−1
k (x − µk) + log |�−1

k | − 2 log(πk) (2)

where the µks and �ks are the means and covariance matrices
of the respective groups. Hence, the classification rule given
by Equation (1) is equivalent to classifying a new sample x to
group k if

C(x) = min{ci(x) : i = 1, . . . , g} = ck(x) (3)

By assuming individual covariance structures for the groups,
this classification rule yields quadratic decision boundaries
in the feature space and is therefore referred to as QDA. If a
common covariance structure is assumed for all groups, the
quadratic terms will be identical for all ci(x)’s, and cancel out
in the comparisons. Consequently, the decision boundaries
between groups in the feature space Rp become linear and
hence the method is referred to as linear discriminant analysis
(LDA).

For LDA, the ‘plug-in’ estimates �̂ = (n − g)−1W (see
Equation 7) and empirical means x̄(k), (k = 1, . . . , g) for the
common covariance matrix � and for the group means µk,
respectively, are often used to construct the classifier.

2.3. Linear regression with dummy coded
group memberships
An alternative approach to solving classification problems
is through linear regression with dummy responses. In this
approach the kth column Yk = [Yk1, . . . , Ykn]t in the n × g

dummy matrix Y = [Y1, Y2, . . . , Yg] is associated with the class
labels of y according to the definition

Yki
def=




1, yi = lk

0, yi �= lk
(4)

for i = 1, . . . , n and lk ∈ G. A multivariate regression model
(linear or nonlinear)

r(x) = [r1(x), . . . , rg(x)] : Rp → Rg

built from Y and the data matrix X is used as a classifier by
assigning x to group k, when the predicted value

rk(x) = max{r1(x), . . . , rg(x)}

DPLS is a version of this approach using the scores from a
PLS2 model as predictors.

A serious weakness with the regression approach
in classification is the so called masking problem, see
Subsection 4.2 in Hastie et al. [6]. A better choice is to use
LDA (or some other more sophisticated classification method)
based on the fitted values from a regression model with
dummy responses.

2.4. Fishers canonical discriminant analysis
FCDA is an important data compression method able to
find low dimensional representations of a dataset containing
valuable separating information. When the data matrix X is
centered, the empirical total sum of squares and cross products
matrix of rank min{n − 1, p} is

T = XtX (5)

and the empirical between groups sum of squares and cross
products matrix of rank g − 1 can be obtained by the matrix
product

B = XtSX (6)
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Hence, the empirical within groups sum of squares and cross
products matrix of rank min{n − g, p} is given by

W = T − B = Xt(I − S)X (7)

where I is the n × n identity matrix. Here S is the projection
matrix onto the subspace spanned by the columns of
the n × g dummy matrix Y , and simple algebra shows
that

S = Y (Y tY )−1Y t

= (sij) with the entries sij =



1/nk, yi = yj = lk

0, yi �= yj

(8)

and that S is idempotent, i.e. S2 = S.
The first canonical variate z1 = Xa1 of FCDA is usually

defined by the coefficient vector (canonical loadings) a1 ∈ Rp

maximizing the ratio

r1(a) = atBa

atWa
(9)

It is easily verified that if r1(a) is maximized by the loadings
a1 ∈ Rp, then a1 will also maximize the ratios

r2(a) = atBa

atTa
and r3(a) = atTa

atWa
(10)

Nocairi et al. [3] stressed that the loadings of the first canonical
variate in FCDA also can be calculated as the maximization
of a statistical correlation. A score vector z ∈ Rn (given by
the linear transformation z = Xa of a loading vector a) that
is projected onto the column space of Y results in a vector
t = Sz of constant values within each group. The correlation
between t and z is

r4(a) = ztt√
ztz

√
ttt

= atXtSXa√
atXtXa

√
atXtSXa

=
√

atXtSXa√
atXtXa

=
√

r2(a) (11)

Hence maximization of r4(a) is clearly equivalent to
maximization of r2(a), r1(a) and r3(a). Canonical loadings
(a1) for the first canonical variate z1 = Xa1 can be found by
eigendecomposition from either of the two matrices W−1B

and T −1B, when W and T are nonsingular (see Theorem A.9.2
in Mardia et al. [4] for a proof). The first canonical variate
z1 can be described as the score vector having numerical
values of minimum variance within each group, relative to the
variance between the g group means. When discrimination
between the groups is possible, the corresponding score
plots based on the initial two or three score vectors
often provide a good geometrical separation of the
groups.

Linear dummy regression and the canonical variates of
FCDA are intimately related. When T has full rank, the
total collection of g − 1 canonical loadings and variates in
FCDA can be found by eigendecomposition of T −1B. Both
Ripley [5] and Hastie et al. [6] have noted that the space

spanned by the canonical variates is also spanned by the
fitted values Ŷ of a multivariate linear regression model
based on the data matrix X and the dummy coded response
matrix Y . An appropriate interpretation of Theorem 5 in
Barker and Rayens [2], a result first recognized by Bartlett
[7], also leads to this conclusion. According to Hastie et al.
[6], Subsection 4.3.3, LDA in the original feature space
leads to a classifier equivalent to the classifier obtained
by applying LDA either to the subspace spanned by the
canonical variates or to the fitted values Ŷ . This is quite
interesting because the canonical space guarantees a good low
dimensional representation of the dataset that is restricted by
the number of groups only. Hence, by using features spanning
the canonical space one can replace LDA with more flexible
classification methods without risking to run into overfitting
problems normally caused by a larger number of original
predictors.

3. EXTENSIONS OF PLS-DA AND FCDA
BASED ON PRIOR PROBABILITIES

3.1. Generalization of PLS-DA
Application of the PLS2 algorithm with a n × g dummy
matrix Y as the response and the (centered) n × p matrix X as
predictors, works by applying singular value decomposition
(SVD) of Y tX to find the dominant factor corresponding to the
largest singular value. Barker and Rayens [2] concluded that
PLS2 in this case corresponds to extracting the dominant unit
eigenvector of an altered version (denoted H∗ in Reference [2]
and equivalent to M here, see Equation 12) of the between
groups sum of squares and cross products matrix (denoted
H in Reference [2] and equivalent to B here, see Equation 6).
By Theorem 8 in Reference [2], Barker and Rayens showed
that a more reasonable version of PLS-DA should be based
on eigenanalysis of the ordinary between groups sum of
squares and cross products matrix estimate B. Nocairi et al.
[3] supported this conclusion by showing that the dominant
unit eigenvector of B leads to maximization of covariance in
the discriminant analysis context. Below we will show that
an extension of PLS-DA, including the between groups sum
of squares and cross products estimates B and M as special
cases, is obtained by introducing prior probabilities in the
estimation of the between groups sum of squares and cross
products matrix. This extension is justified by observing that
the prior probabilities � = {π1, . . . , πg} (assuming g groups)
indicate importance of the different groups according to their
influence on the Bayes posterior probabilities (see Equation 1)
used for assigning the appropriate group to any observation
x. By considering the alternative factorization of the ordinary
between groups sum of squares and cross products matrix
estimate B given in Equation (17), it is obvious that the
diagonal matrix P of relative group frequencies (often referred
to as the empirical priors), plays a fundamental role in how the
different group means contribute to the estimate. If available,
a set � of ‘true’ priors can be substituted for the empirical ones
to obtain a more adequate matrix estimate B� (see Equation
19). By taking B� as the basis for extraction of PLS loading
weights we exploit the priors of � to not only influence the
Bayes classification rule, but also the data compression for
our model building.
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Scalar multiplication of a matrix with c−1 for any positive
number c is equivalent to multiplication with the diagonal
matrix Dc−1 where all the diagonal elements equal the scalar
c−1. Compared to the SVD of Y tX, this multiplication only
scales the singular values. Hence, the factors obtained by
SVD of Y tX and by SVD of Dc−1Y tX will be identical. By
definition these factors can also be found by eigenanalysis
of the symmetric matrix

M = XtYDc−2Y tX (12)

The (i, j)th element of M is

mij =
g∑

k=1

(nk

c

)2
x̄(k)ix̄(k)j (13)

where x̄(k)i denotes the mean of variable xi in group k. By
selecting c2 = ∑g

k=1 n2
k in Equation (12) we can define the g × g

diagonal matrix Q by the entries qk = n2
k/c

2 ≥ 0,
∑

qk = 1.
With the (g × p) matrix of group means given by

Xg = (Y tY )−1Y tX = (x̄(k)i) (14)

we have

mij =
g∑

k=1

qkx̄(k)ix̄(k)j (15)

and

MQ = X
t
gQXg = M (16)

The notation MQ emphasizes the chosen weighting Q of the
mean vectors in Xg.

A similar factorization is essential for the empirical between
groups sum of squares and cross products matrix given in
Equation (6). The empirical priors (relative frequencies) pk =
nk/n corresponds to the nonzero entries of the diagonal g × g

matrix P = n−1Y tY , and

B = nX
t
gPXg = nMP (17)

where the (i, j)th element of MP is

mij =
g∑

k=1

pkx̄(k)ix̄(k)j (18)

After scaling by the factor n, the matrices MQ and MP

correspond to different choices of prior probabilities in the
weighted between groups sum of squares and cross products
matrix having the general form

B� = nX
t
g�Xg = nM� = XtY (Y tY )−1

√
�

√
�(Y tY )−1Y tX (19)

where � is the diagonal matrix containing the g ordered
elements from a set � = {π1, . . . , πg} of associated prior prob-
abilities. The appropriate PLS loading weights correspond
to the unit eigenvector of the dominant eigenvalue for B�.
Computation of these loadings is clearly possible by applying

the SVD to the g × p matrix �Y tX, where the diagonal g × g

matrix

� =
√

�(Y tY )−1 (20)

Simplifications in these computations are possible when g <

p (usually the case for real applications). If we defineW0 =
XtY� and the transformed data X0 = XW0, the associated
group means are given by the rows in X

0
g = (Y tY )−1Y tXW0.

With this notation B� =W0W
t
0. The g × g weighted between

groups sum of squares and cross products matrix associated
with X0 is

B0
� = n(X

0
g)t�X

0
g = nWt

0X
t
g�XgW0

= Wt
0B�W0 = (Wt

0W0)2 (21)

Because any eigenvector of the dominant eigenvalue of B� is
a linear combination of the columns in W0, the coefficients
of this linear combination must correspond to an eigenvector
of B0

� with the same eigenvalue as dominant for the latter
matrix. The desired eigenvector a0 of B0

� can be found either
by eigendecomposition of this matrix or, slightly simpler,
from

�Y tXW0 =Wt
0W0 ∼

√
B0

� (22)

The scaling of a0 is chosen to assure unit length of the
corresopnding loading weight

w =W0a0 (23)

and the corresponding score vector is obtained by the usual
matrix–vector product

t = Xw (24)

Hence, to obtain the desired transformation of the
data eigendecomposition of a g × g matrix (g is usu-
ally a small number in most applications) is required
only.

According to the framework introduced in this section we
summarize the following:

� Direct use of PLS2 with a dummy coded Y matrix
corresponds to maximization of a weighted covariance by
extraction of the dominant eigenvector in the weighted
between groups sum of squares and cross products matrix
BQ = nMQ. Here MQ defined in Equation (16) uses priors
proportional to the square of the group sizes.

� Maximization of the empirical covariance corresponds to
extraction of the dominant eigenvector from the ordinary
empirical between groups sum of squares and cross
products matrix B as defined in Equation (17).

� With equal group sizes (nk = n/g for k = 1, . . . , g) the
empirical priors pk = qk = 1/g for k = 1, . . . , g become
uniform, and the two alternatives coincide.

3.2. Generalized canonical analysis
Can one proceed for further reductions after having obtained
the PLS scores based on the approach just described? A
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canonical analysis based on the scores seems obvious, but
FCDA in its original form is described without explicit use of
priors. However, on page 94 in Reference [5], Ripley mentions
the possibility of such weighting for FCDA when the priors
� are known and the available dataset is not a representative
random sample for the situation we are studying. Fortunately
priors can also be used to define the weights of a weighted
linear dummy regression so that the fitted values still span
the same space as the canonical variates. The original FCDA
will then correspond to the special case of using empirical
prior probabilities and the canonical space is obtained by
the fitted values of an ordinary unweighted linear dummy
regression.

Based on a given set of prior probabilities � = {π1, . . . , πg},
we define the individual weights

vi = nπk/nk, i = 1, . . . , n (25)

if the observation corresponding for the ith row of X

is associated with group k. A mean centering of the
datamatrix X is obtained by subtracting the weighted global
means x̄t = n−1vt

�X from all rows (here the vector vt
� =

(v1, . . . , vn)).
For X centered according to the above specification, the

weighted total sum of squares and cross products matrix is
given by

T� = XtV�X (26)

where V� = diag(v�), the diagonal n × n matrix with its
diagonal elements corresponding to the entries of v�. The
weighted between groups sum of squares and cross products
matrix B� is given by Equation (19) and the weighted within
groups sum of squares and cross products matrix W� is
obtained by the difference

W� = T� − B� (27)

as in the ordinary unweighted case. The canonical
loadings ai, i = 1, . . . , g − 1, are eigenvectors of T −1

� B�

with corresponding eigenvalues λi and canonical variates
zi = Xai.

For the associated weighted multiresponse linear
dummy regression, the regression coefficients are given
by

�� = (XtV�X)−1XtV�Y = (XtV�X)−1XtYD� (28)

whereD� = n(Y tY )−1� is diagonal and invertible. Hence

T −1
� B� = (XtV�X)−1XtYD�(Y tY )−1Y tX

= ��(Y tY )−1Y tX (29)

and by defining the associated vectors

ci = λ−1
i (Y tY )−1Y tXai (30)

it is clear that the canonical loadings ai = ��ci. Therefore,
the canonical space is contained in the space spanned by the

columns of the fitted values matrix Ŷ = X��. Because the
matrix of fitted values Ŷ clearly has rank g − 1 (XtYD�1g =
Xtv� = 0p imply Ŷ1g = 0n), the two spaces coincide. Note
that the last factor D� can be removed and one (arbitrary)
column of Y omitted from Equation (28). To justify this we
note that with a reduced dummy matrix Y 0 obtained by
omitting a column from Y we can consider the alternative
feature coefficient matrix

�0
� = (XtV�X)−1XtY 0

The columns of the corresponding fitted values matrix Ŷ
0

obtained by the alternative formula

Ŷ
0 = X�0

� (31)

also span the canonical space. In this case the associated
vectors c0

i , see Equation (30), corresponding to the features
Ŷ

0
can be found by appropriately scaling the ith eigenvector

of (T −1
�,Ŷ0B�,Ŷ0 ) where T�,Ŷ0 and B�,Ŷ0 are the weighted

total- and between groups covariance matrices calculated
directly from Ŷ

0
. Consequently the following identities are

valid:

zi = Xai = Ŷci = Ŷ
0
c0

i , i = 1, . . . , g − 1 (32)

Note: If the within groups covariance matrix �̂ is estimated as
a scaled version of W�, equivalence between applying LDA to
the original predictors and applying LDA to the fitted values
of the corresponding weighted linear dummy regression just
described, is valid.

4. RECOMMENDATIONS FOR
PRACTITIONERS

When applying PLS methods, the appropriate number of
components to be extracted is usually found by some
cross validation strategy. Given a classification problem
with specified prior probabilities �, a feasible strategy is
to extract PLS loading weights according to the dominant
eigenvector of B� found by SVD of �Y tX. If the matrix
ϒk contain k columns of PLS scores, and these are used
as the X-data in the above description, a feature matrix
Ŷ

0
k = ϒk�

0
� is obtained. Application of LDA to these fitted

values will give a classification rule equivalent to the rule
obtained by applying LDA directly to the same k PLS
scores.

An advantage with the weighted linear dummy regression
is that the space spanned by the fitted values has a maximal
dimension of g − 1 (where g equals the number of groups),
no matter the number of PLS components extracted. Hence,
by using the fitted values from PLS dummy regression
models as features, the complexity of the classifier used
(number of parameters needed to be estimated) will not
increase when adding more components. Therefore the
curse of dimensionality, otherwise increasingly troublesome
if a large number of PLS scores were directly used as
features, can be avoided even if we let QDA or some
other desired nonlinear method replace LDA when building
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our classifier. Practitioners should consider the following
steps:

1. Decide the appropriate prior probabilities � for your
problem, center the data matrix X accordingly and design
the dummy matrix Y .

2. For the kth component, compute the PLS loadings wk =
W0,ka0, where a0 is the dominant eigenvector of (W t

0,kW0,k)
scaled so that ‖wk‖ = 1. The PLS scores are given by tk =
Xkwk. Xk is obtained by the usual deflation preceding the
extraction of subsequent components.

3. Obtain the reduced dummy matrix Y 0 by elimination of
one column from Y . For the extracted PLS scores ϒk =
[t1, t2, . . . , tk], calculate the coefficients

�0
�,k = (ϒt

kV�ϒk)−1ϒt
kY

0

and obtain the feature matrix

Ŷ
0
k = ϒk�

0
�,k

4. Apply a suitable classification method (LDA, QDA or
some other method) to the feature matrix Ŷ

0
k to design an

appropriate classifier.
5. Compare the cross validation error rates for different

classification models to select the appropriate number of
underlying PLS components.

6. Calculate the vectors c0
i , the canonical loadings ai =

�0
�,kc

0
i and variates zi, i = 1, . . . , g − 1 from the features Ŷ

0
k

according to Equation (32) and inspect labelled scatterplots
of the data.

Note:

� The centering in Step 1 is based on subtracting weighted
mean values, and that weighting is also used in calculation
of the feature coefficients in Step 3 and the canonical
loadings in Step 6.

� For k < g − 1 the matrix of fitted values Ŷ
0
k will not have

full rank, and the classification method should instead
be applied directly to the PLS scores to avoid singularity
problems.

5. MODELLING WITH REAL DATA

To illustrate an application of the theory presented above,
we have chosen a dataset from the resource web page
(http://www-stat.stanford.edu/∼tibs/ElemStatLearn/data.
html) accompanying Hastie et al. [6]. This dataset was
originally extracted from the TIMIT database (TIMIT
Acoustic-Phonetic Continuous Speech Corpus, NTIS, US
Department of Commerce) and contains 4509 labelled
samples representing the five phonemes:

� Group 1: ‘aa’ (695 samples)
� Group 2: ‘ao’ (1022 samples)
� Group 3: ‘dcl’ (757 samples)
� Group 4: ‘iy’ (1163 samples)
� Group 5: ‘sh’ (872 samples)

Each sample is represented as a log-periodogram of length
256 suitable for speech recognition purposes. Figure 1

Figure 1. Mean profiles of log-periodograms for the
five phonemes. This figure is available in color online at
www.interscience.wiley.com/journal/cem

shows the mean profiles for the five different phonemes.
Not surprisingly the major challenge with this data set is
separation of the first two groups (‘aa’ and ‘ao’) having the
most similar mean profiles.

To emphasize this facet of the classification problem,
we impose an ‘artificial’ context, by assuming the prior
distribution

� = {π1 = 0.47, π2 = 0.47, π3 = 0.02,

π4 = 0.02, π5 = 0.02} (33)

Accordingly, we have split the dataset into a trainingset of
4009 samples and a testset of 500 samples. The testset contains
235 samples of each of the groups 1 and 2, and 10 samples of
each of the groups 3, 4 and 5, to reflect the specified prior
distribution of Equation (33).

We have extracted PLS components based on the training
data according to two different strategies:

1. Ordinary PLS-DA (empirical prior probabilities from
training data) with 15 components.

2. PLS-DA with the specified priors (Equation 33) with 15
components.

For both strategies we have applied LDA using the priors
of Equation (33) with the score vectors to obtain different
classification models. For all models 10-fold crossvalidation
and validation by testset have been used. To calculate
the crossvalidation success rates, the contribution of each
correctly classified phoneme was weighted according to the
specified prior probability of its corresponding group. The
results of the two strategies are shown in Figure 2.

By including five or more components, there is not much
difference between the methods. However, for sparse models
based on less than five components, the data compression
based on PLS-DA using the specified prior probabilities
clearly finds better initial components than the ordinary PLS-
DA. This conclusion is also valid when comparing plots of
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Figure 2. Classification results for components extracted by ordinary PLS-DA (solid)
and PLS-DA using specified priors (dashed). This figure is available in color online at
www.interscience.wiley.com/journal/cem

canonical variates. Based on four PLS-components, Figure 3
shows scatterplots of the first two dimensions for ordinary
and weighted canonical variates, respectively.

6. DISCUSSION

The insight of the present paper is obtained from observing
that the prior probabilities included in Bayes classification
also can be utilized in estimation of between groups sum
of squares and cross products matrices. This observation
rigorously implies a generalization of PLS-DA and FCDA

approaches to data compression for classification problems
when prior probabilities are available. Explicit specification
of such priors should be considered whenever the empirical
probabilities of the dataset are not consistent with the
classification problem we address.

We have also shown how the desired components can be
extracted economically from a computational point of view,
by suggesting appropriate transformations of the data that
reduce the matrix dimensions as much as possible. For the
weighted generalization of FCDA, we have seen how the
space spanned by the canonical variates can also be found

Figure 3. Ordinary canonical variates based on components from ordinary PLS-DA (left) and
weighted canonical variates based on components from PLS-DA with specified priors (right).
This figure is available in color online at www.interscience.wiley.com/journal/cem
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from the fitted values of a weighed least squares regression
where the weights are chosen according to the group prior
probabilities. As indicated by our modelling with real data
in Section 5, weighting may also be useful when we want
to enhance early separation of groups not obtained by a
default PLS-DA based on the empirical priors induced by the
available data.

By summarizing the algebraical details explaining various
known properties of LDA and suggesting inclusion of prior
probabilities in the estimates we have established that

1. Original X-features,
2. corresponding canonical variates (possibly utilizing

priors),
3. fitted values obtained by a (possibly weighted) least

squares regression with dummy coded group member-
ships

still yield equivalent classification rules.
Barker and Rayens [2] noted in the concluding section

of their paper that their analysis did not suggest any new
classification methods. The same is true for the present paper.
We will leave entirely to the user to select an appropriate
classification method. However, according to the masking
problem described by Hastie et al. [6] we strongly recommend
to avoid DPLS associated with the regression based rule
described in Subsection 2.3.

If LDA is chosen as the classification method for some
g-groups classification problem, we have seen that all
the separating information is contained in the canonical
space of dimension less than or equal to g − 1. Hence,
by predicting the dummy coded group memberships from
PLS regression based on any number of extracted PLS
components, the dimension of the decision space remains
within this restriction. Because g − 1 usually is a small

number in practical applications, methods where the number
of parameters increase drastically with the number of
dimensions in the feature space will be protected against
this phenomenon when restricted to the canonical space.
Hence, based on such g − 1-dimensional spaces it can be
worthwhile also trying alternative and more flexible methods
like QDA, k-nearest neighbors, tree methods or others,
see Reference [6].

Regarding the choice of PLS algorithm to extract loadings
and scores, the important part is to compute as the loading
weight in each the dominant eigenvalue of the smallest
relevant between groups sum of squares and cross products
matrix. The implementation used in the example of Section 5
deflates the X matrix in each step by projecting it onto the
orthogonal complement of the score vector t = Xw.
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