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A modification of the PLS1 algorithm is presented. Stepwise optimization over a set of candidate

loading weights obtained by taking powers of the y–X correlations and X standard deviations

generalizes the classical PLS1 based on y–X covariances and hence adds flexibility to the modelling.

When good linear predictions can be obtained, the suggested approach often finds models with

fewer and more interpretable components. Good performance is demonstrated when compared with

the classical PLS1 on calibration benchmark data sets. An important part of the comparisons is

managed by a novel model selection strategy. The selection is based on choosing the simplest model

among those with a cross-validation error smaller than the pre-specified significance limit of a �2-

statistic. Copyright # 2005 John Wiley & Sons, Ltd.
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1. INTRODUCTION

PLS1 regression [1,2] is a method designed to handle ill-

posed linear regression problems with one response variable

(y). In such problems, one typically has a matrix of predictors

(X) with more variables than objects and/or presence of

collinearity problems in the variables (in the following, all

variables are assumed centred). Because such characteristics

might prevent stable solutions by ordinary least squares

regression (OLSR), ill-posed problems require alternative

strategies. Besides PLS1, there are a number of available

techniques, including principal component regression

(PCR), ridge regression (RR), the LASSO, subset selection

methods, etc. (see References [3,4] for overviews of these

methods).

PLS regression models present scores and loadings corre-

sponding to the selected set of components. These features

support interpretation of underlying phenomena or struc-

tures, hence giving PLS both a graphical and an interpreta-

tional edge over competing modelling strategies with similar

prediction accuracy. However, situations where also the PLS

models are too complex for useful interpretation or subopti-

mal with respect to prediction (dominated by X-variance) are

not rare. Improvements, when possible, must then be based

on either alternative modelling strategies or some appropri-

ate modification of the original PLS algorithm. Therefore

many authors have suggested approaches for removal of

irrelevant X-information by selection of variables, intervals

or more effective components [5-11].

The modification of PLS1 proposed in this paper has

shown promising potential in finding good models with

fewer and more interpretable components for highly multi-

variate and collinear data such as NIR spectra. The crux is to

increase flexibility in the computation of loading weights.

Rather than deducing the loading weights from stepwise

maximization of the covariance between X and y, the mod-

ified algorithm transforms the terms of the correlation part

(by a non-negative power �) and the terms of the standard

deviation part (by the corresponding inverse power 1/�)

from the covariances involved. In practice the powers

� 2 ½0;1Þ are re-parametrized to the unit interval

U ¼ ½0; 1Þ by defining � ¼ �=ð1 þ �Þ. The loading weight

wð�Þð� 2 UÞ maximizing the correlation between X and y is

chosen in each step.

For the examples treated below, model selection is based

on fivefold cross-validation. To find the simplest model with

a cross-validation error not significantly larger than the

overall minimum cross-validation (CV) error, the simpler

models are checked against the critical significance level of a

relevant �2-statistic.

The models obtained by the classical PLS1 and the mod-

ified PLS algorithms are compared with respect to complex-

ity (number of components) and accuracy (RMSEP from an

independent test set). Finally, some graphics and tables

illustrating modelling precision, beta coefficients, loadings

and parameter values are displayed for comparison of the

two modelling approaches.

2. MODIFICATION OF PLS1

Motivation for the ideas presented here is recognizable from

Section 3 of Höskuldsson [5]. In situations with directions in

a p-dimensional X-space having large variability but little

relationship to y, the classical PLS1 is known to run into

difficulties. The potential dominance of X-variance in the
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leading PLS components is obvious from the form of the

loading weights of the classical PLS algorithm. It is well

known that the loading weights proportional to the covar-

iances between y and the corresponding X-variables, succes-

sively given as the unit vectors

w ¼ k � ½covðy; x1Þ; . . . ; covðy; xpÞ�

(k is chosen to assure unit length of w), will assure max-

imization of the covariance between Xw and y. The alter-

native formulation

w ¼ k � stdðyÞ � ½corrðy; x1Þ � stdðx1Þ;
. . . ; corrðy; xpÞ � stdðxpÞ�

shows the coefficients of w as the X–y correlations scaled by

the individual X standard deviations (‘cov’, ‘corr’ and ‘std’

denote covariance, correlation and standard deviation re-

spectively). Clearly, the correlation parts tend to favour X-

variables highly correlated to y and the standard deviation

parts tend to favour X-variables of high variance. The

relatively stable models and good predictive features of

PLS1 are often credited to the balancing of correlation and

variance. However, some problems with dominance of irre-

levant X-variance will occur when contributions from the

latter are caused by spurious y-correlations.

Höskuldsson suggests to reduce or transform the X matrix

before carrying out the PLS regression. By looking at the

correlations between the individual X-variables and y, he

advocates selection of the most correlated variable together

with a suitable surrounding interval (assuming that the rows

in the X matrix represent observations of continuous mea-

surements). Loading weights for the selected variables are

thereafter computed and extended to a corresponding full

version loading weight padded with zeros for the non-

selected variables. Deflation of the full X-matrix as well as

y, before identification of a succeeding interval, then goes as

usual.

2.1. Powered PLS
The alternative formulation of the loading weights given

above motivates other trade-offs between correlation and

variance. One way to introduce such flexibility is by taking

powers of the correlations and standard deviations. The

corresponding candidate loading weights are then described

by

wð�; �Þ ¼ K�;�

h
s1 � jcorrðy; x1Þj� � stdðx1Þ�;

. . . ; sp � jcorrðy; xpÞj� � stdðxpÞ�
i

where �; � � 0; sk denotes the sign of the kth correlations and

K�;� is a scaling constant to assure unit length, i.e.

kwð�; �Þk ¼ 1. With � ¼ � ¼ 1 a classical PLS loading weight

is obtained from this formulation. By fixing one and increas-

ing the other of either � or �, the variables of high relative

correlations and variances respectively will become more

influential. By letting � approach zero, a standardization

effect is obtained for all the variables, and the correlation

information will dominate the weights. An increasing �

(!1) with � kept under control (��C for some fixed

constant C) will result in a weight vector approaching � 1

for the most correlated variable and 0 for all the others

(except in situations with ties). This gives the effect of a

variable selection according to the most correlated variable.

An increase of � when � is controlled will cause dominance

of the variables with the highest variance. Together these

situations cover both the classical PLS loading weights and

variable selection according to either large correlations or

large variance.

To describe the powered PLS (PPLS) algorithm, we start by

choosing �¼ 1/� in the above formula for computation of

loading weights:

wð�Þ ¼ K�

h
s1 � jcorrðy; x1Þj� � stdðx1Þ1=�;

. . . ; sp � jcorrðy; xpÞj� � stdðxpÞ1=�
i

Other ways of specifying � are clearly possible. However, the

suggested choice treats the correlation and the standard

deviation parts symmetrically, covering both the selection

according to high correlations (because � ¼ 1=� ! 0 when

� ! 1) and the selection according to large standard devia-

tions (because � ¼ 1=� ! 1 when � ! 0) as well as PLS

(� ¼ 1=� ¼ 1 for � ¼ 1). With only one parameter to optimize,

the chosen parametrization is both computationally attractive

and fairly robust with respect to the risk of fitting noise.

As indicated by the notation above, the constant K� is

chosen to obtain a unit weight vector. Note that by defining

the scaling coefficients ckð�Þ ¼ jcorrðy; xkÞj��1 � stdðxkÞ�1þ1=�

we obtain an alternative formulation. The loading weight

computation can be seen as a re-weighting of the original

PLS loading weights:

wð�Þ ¼ K� � ½c1ð�Þ � covðy; x1Þ; . . . ; cpð�Þ � covðy; xpÞ�

The classical PLS1 loading weights are clearly obtained for

� ¼ 1, since ckð�Þ ¼ 1 for all k. For large values of �,

ckð�Þ � jcorrðy; xkÞj��1 � stdðxkÞ�1, hence

wð�Þ � K�½corrðy; x1Þ � jcorrðy; x1Þj��1;

. . . ; corrðy; xpÞ � jcorrðy; xpÞj��1�

confirming dominance of coefficients corresponding to the

variables most correlated with y. Hence, for � ! 1, PPLS

acts as a variable selection according to the most correlated

variable. This fact can be proven by observing that the

scaling constants K� assure a sequence of unit vectors

when � ! 1. For a given � we can calculate w(�) simply

by first scaling all the correlations (divide them by the

maximal signed correlation) to assure the value þ1 for

the correlation originally largest in absolute value. Except

for the value (þ1), large powers shrink all values of the unit

interval towards zero. The appropriate scaling constant to

finally obtain the unit vector w(�) will then be proportional

to K�. For � close to 0, corrðy; xkÞ � jcorrðy; xkÞj��1 � sk, so for

small values of �,

wð�Þ � K�½s1 � stdðx1Þ1=�; . . . ; sn � stdðxpÞ1=��

implies dominance of coefficients corresponding to the vari-

ables with the highest variance. In cases where the X-matrix

represents observations of continuous measurements, a

large positive � excludes the influence of all but the variables

surrounding the most correlated one. This is quite similar

to the idea implemented in Höskuldsson’s procedure. By
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decreasing from a large positive �, a gradual increase in the

influence of less correlated variables is obtained.

With focus on the parameter values causing the methods

to range from variable selection according to large variance

to selection according to large correlations via the ordinary

PLS1, one can chose an alternative parametrization by set-

ting � ¼ �=ð1 þ �Þ;� ranging from 0 to 1 clearly corre-

sponds to � ranging from 0 to 1. Algorithm 1 describes

PPLS with the substitution � ¼ �=ð1 � �Þ. The weight vectors

then have the form

wð�Þ ¼ K� ½s1 � jcorrðy; x1Þj�=ð1��Þ � stdðx1Þð1��Þ=�;

. . . ; sp � jcorrðy; xpÞj�=ð1��Þ � stdðxpÞð1��Þ=� �

This formulation looks somewhat similar to the continuum

regression by Stone and Brooks [12], who introduced a

parametrized framework covering multiple linear regression

(MLR), PLS1 and principal component regression (PCR). By

adjusting a parameter � between 0 and 1 for the expression

covðwTX; yÞ2 � varðwTXÞ½�=ð1��Þ��1

followed by an unrestricted optimization to find the corre-

sponding maximizing unit weight vector w, a continuum of

regression methods is covered.

PPLS works slightly differently, since it performs a re-

stricted optimization of the weight vectors along a trace on

the unit sphere that passes through the PLS1 weight vector

solution (see further explanations below).

The capability of PPLS also to cover automatic variable

selection is a characteristic not shared by any of the methods

provided by the continuum regression. For data sets where a

few X-variables have causal connection not only to y but

unfortunately also to some extent to several of the other X-

variables, methods such as PLS1, PCR and MLR all produce

regression coefficient estimates that are heavily influenced

by the complete correlation structure in the X-data. The

success of PPLS demonstrated in several of the data sets

reported below has a probable explanation in that the

method automatically ignores the contribution of variables

with small or moderate correlation if one or a few with

higher correlations yield a better weight vector. An interest-

ing ‘side effect’ of such ignorance is that the PPLS models

become potentially easier to interpret than other regression

approaches.

2.2. Optimization
To counteract problems caused by spurious correlations in

highly multivariate and correlated X-data, the search for

linear combinations of X-variables with a high correlation

to y must be constrained. Computation of each component in

the PPLS approach can alternatively be described as follows.

1. (PLS step) First the unit loading weight vector w max-

imizing yTXw, i.e. the linear combination of X-variables

maximizing the covariance between y and X, is calculated.

2. (Candidate generation step) From the set of parameters

U � ½0; 1� the corresponding set of unit weight vectors

WðUÞ ¼ fwð�Þ : � 2 Ug based on the w derived in step 1

defines the restriction of the search.

3. (Maximum correlation step) Finally find the � 2 U and the

corresponding wð�Þ 2 WðUÞ maximizing w(�)T(XTyyTX)

w(�)/w(�)T(XTX)w(�). Equivalently, this is the linear

combination with coefficients restricted to W(U) that

maximizes the correlation between y and X.

The solution in step 1 is the classical PLS solution. Without

restrictions a solution to step 3 would be the one and only

eigenvector of the matrix product (XTX)�XTyyTX, where

(XTX)� is the pseudoinverse of XTX. This eigenvector, located

on the unit sphere of Rp, is proportional to the regression

coefficients of an unrestricted least squares solution to the

linear regression problem.

With no restrictions on the search over the unit sphere,

spurious solutions must be expected when the number of

observations is small compared with the number and/or the

nature of the X-variables. One should keep in mind that the

PLS1 weight vectors are also derived through an optimiza-

tion principle. The maximization of covariance over the unit

sphere has a closed solution and is therefore fast to compute.

Compared with the least squares solution, a PLS weight

vector is less specific, but on the other hand much more

robust with respect to disturbances in the data. By restricting

Extraction of the ith PPLS component (X0¼X and y0¼ y).

For � 2 UðU ¼ ½�min; �max� � ½0; 1� or a discrete set f�1; . . . ; �cgÞ and loading weights of the form wð�Þ ¼ ½s1 � jcorrðy; x1Þj�=ð1��Þ�
stdðx1Þð1��Þ=�; . . . ; sp � jcorrðy; xpÞj�=ð1��Þ � stdðxpÞð1��Þ=� � (xk is the kth column of Xi�1 and sk ¼ corrðy; xkÞ=jcorrðy; xkÞj for

k ¼ 1; . . . ; pÞ

1. Maximize: among the candidate unit vectors fwð�Þj� 2 Ug, choose the �0 2 U and wð�0Þ maximizing (in absolute value)

the correlation corr(yi�1;Xi�1wð�0ÞÞ.
2. Orthogonalize (optional): update wð�Þ ¼ proj?Wi�1ðwð�ÞÞ (the part of w(�) orthogonal to the loading weights extracted in

previous steps; ?Wi�1 denotes the orthogonal complement of the space spanned by the ws extracted in previous steps).

3. Normalize: wð�Þ ¼ wð�Þ=kwð�Þk.

4. Set wi ¼ wð�0Þ.
5. Calculate the corresponding scores (ti) and loadings (pi and qi).

6. Deflate Xi�1 to Xi ¼ Xi�1 � tip
0T
i and yi�1 to yi ¼ yi�1 � tiqi.

7. Return to step 1 until enough components are extracted.

(Steps 4 and 5 are executed according to the conventional notation in PLS1 [2].)

Note: with U ¼ f1=2g this algorithm will compute the usual PLS1 solution.

Algorithm 1. PPLS—maximizing correlations over a set of candidate loading weights.
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the maximization of correlation to a trace on the unit sphere,

the PPLS weight vectors become more flexible than those of

PLS, but share some of the robustness.

The trace of candidate loading weights on the unit sphere

in p dimensions (p equals the number of X-variables) for

PPLS is parametrized by a parameter � 2 U � ½0; 1�. With U

identical to the complete unit interval, i.e. U¼ [0, 1], the trace

ranges from the intersection between the sphere and the co-

ordinate axis of the variable with the highest variance, via

the PLS1 solution and ending in the intersection between the

unit sphere and the co-ordinate axis of the variable with the

largest correlation to y (assuming no ties).

Solutions of the optimal �-value and hence the appropriate

loading weight w(�) can be computed by using an appro-

priate optimization algorithm. A method based on so-called

golden section search and parabolic interpolation, designed to

search for a minimum of a one-variable function over a

specified open interval, is described by Brent [13]. The

method is included in a MATLAB implementation of

the PPLS algorithm (see the Appendix). Strictly speaking,

the chosen parametrization is only defined for the open unit

interval (0, 1). Fortunately, this is not a serious problem.

To cover �	 1, the solution of the optimization method can

be checked against the correlation between y and the most

correlated X-variable. If the latter is the larger, an exact

variable selection takes place. The case �	 0 does not need

to be checked explicitly, because if the largest correlation is

obtained for the variable with highest variance, this variable

must coincide with the most correlated variable, meaning

that �¼ 0 and �¼ 1 provide the same solution.

Figure 1 shows the traces of two distinct cases for a three-

variable situation (X1, x2, x3) and a response y of unit

variance. Both cases have identical covariances (2.4, 0.8, 0.9)

between y and Xi (i¼ 1, 2, 3), hence the corresponding

normalized PLS loading weight is located at the black dot

with co-ordinates (0.89, 0.30, 0.34) on the unit sphere. The y–

xi correlations and standard deviations of the first case are

chosen to be (0.6 0.4 0.3) and (4, 2, 3) respectively. The

corresponding trace of loading weights w(�) for optimiza-

tion of the correlation between y and Xw(�) is indicated by

the full curve that both starts and ends in (1, 0, 0). The y–xi

correlations and standard deviations of the second case are

chosen to be (0.8 0.4 0.9) and (3, 2, 1) respectively. The

corresponding trace for optimization is indicated by the

broken curve that starts in (1, 0, 0) and ends in (0, 0, 1).

Figure 2 is based on the beer data set described in Section 5

and shows the increasing tendency of selection in the load-

ing weights for increasing values of the parameter �.

Figure 1. Three-variable example of two traces for loading

weights. The PLS solutions (at the intersection of the traces)

are identical, corresponding to the equal covariances.

Figure 2. Beer data—first loading weight for different fixed �-values.
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3. MODEL SELECTION

The minimum cross validation (CV) error is usually the basis

for model selection in PLS and similar types of latent vari-

able regression modelling. The possible selection of too

complex models with an associated risk of suboptimal pre-

dictive performance is a weakness of this selection strategy.

To overcome such problems, commercial software packages

such as The Unscrambler use heuristic rules to choose

simpler models within a certain percentage higher than the

minimum CV error. Here a similar but more formal alter-

native is suggested.

Let MSECVmin denote the minimum mean squared error

of cross-validation. Correspondingly, MSECVi is the cross

validation error of the model with i components. The idea is

to consider MSECVmin as a random variable whose realiza-

tions estimate the true (but unknown) model error variance

�2. Owing to the ordinary normal distribution assumptions

of the residuals in regression modelling, it makes sense to

assume that the error-related expression n�MSECVmin/�2

follows a �2
n-distribution (n, the number of degrees of free-

dom, equals the sample size of the data subject to modelling).

Based on the observed value of MSECVmin, an acceptance

region AR� for �2 can be established according to a specified

significance level �. The acceptance region is defined by

AR� ¼ f�2 : �ð�2Þ � 1 � �g

where �(�2)¼ 1-Fn(n�MSECVmin/�2) is the power function of

the associated �2-hypothesis testing problem and Fn is the

cumulative distribution function of the �n
2-distribution. In

particular we can investigate acceptance of the cross-valida-

tion error MSECVi of a model with i components by checking

if �(MSECVi)� 1-�.

Hence the steps involved in the model selection procedure

goes as follows:

1. The minimum CV error is considered as the realization of

a random variable to be associated with an unknown

variance �0
2.

2. The collection of CV errors of simpler models (those with

fewer components than the minimum CV error model)

together with the minimum CV error itself is used as a

source for hypothetical �0
2 candidates.

3. The subset of these candidates not being rejected at the

significance level � by the observed minimum CV error is

identified.

4. The simplest model (the one having fewest components)

among these is finally selected as the appropriate model.

The upper row of Figure 4 (see Section 6.1) illustrates use

of the selection principle. Note that after having specified an

appropriate significance level � (�¼ 5% is used in the exam-

ples below), this procedure provides a fully automated

model selection, entirely based on calculated CV errors for

the estimated models.

4. COMPARISON OF METHODS

The two methods to be compared are the following:

(a) the classical PLS1 where the extraction of components is

driven by maximization of covariance;

(b) the PPLS algorithm where the extraction is driven by

maximization of correlation over a parametrized set of

components, with the parameter values � 2 U ¼ ½0; 1�.

Recall that since the power �¼ 0.5 is included in U, it is

virtually possible to obtain the classical PLS1 solution also

with the modified algorithm.

When applying the two methods to data without a

predefined separate test set (this is the case for the beer

data and the gasoline data below), the samples are sorted

in ascending order with respect to the numerical value of

the response variable (y) prior to the modelling. Hence the

models of these data sets are trained and tested on data that

are similarly spanned. No standardization is used. Models

of up to 25 components are considered for each method.

Model selection is done by fivefold cross-validation (by

leaving out every fifth observation) combined with the

model selection strategy described above. A significance

level of �¼ 5% is used for the acceptance regions of the

model selection.

Generally the user, according to experience or focus of

investigation, should specify the preferences regarding the

lower and upper limits for the parameter �. From modelling

of the benchmark data sets below, we will see that there may

be good reasons to exclude an upper part of the unit interval

in the search for components.

5. DATA SETS

The NIR spectra of the data sets considered are shown in

Figure 3.

5.1. NIR spectra of beer
The calibration set has N¼ 60 samples of p¼ 926 wave-

lengths (400–2250 nm in steps of 2 nm). One response vari-

able yields the concentration of original extract in beer. The

data are sorted according to the response variable and split

into two sets by taking every third sample (i.e. 2, 5, . . . , 59) as

a test set and the remaining samples as the calibration set.

Further descriptions and modelling based on this data set

can be found in References [5,9,10,14].

5.2. NIR spectra (first derivative) of gasoline
The calibration set has N¼ 60 samples of p¼ 401 wave-

lengths (900–1700 nm in steps of 2 nm). One response vari-

able yields the octane number of gasoline. The data are sorted

according to the response variable and split into two sets by

taking every third sample (i.e. 2, 5, . . . , 59) as a test set and

the remaining samples as the calibration set. Further de-

scriptions and modelling based on this data set can be found

in References [14,15].

5.3. NIR spectra (second derivative) of sugar
The calibration set has N¼ 125 samples of p¼ 700 wave-

lengths (1100–2498 nm in steps of 2 nm). Three response

variables yield concentrations of (a) sucrose, (b) glucose and (c)

fructose according to a designed experiment. The separate

test set contains 21 samples of non-overlapping concentra-

tions according to another design. Further descriptions

and modelling based on this data set can be found in

Reference [8].
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5.4. NIR spectra of biscuit dough
The calibration set has N¼ 40 samples of p¼ 700 wave-

lengths (1100–2498 nm in steps of 2 nm). Four response

variables yield percentages of (a) fat, (b) sucrose, (c) flour and

(d) water from measurements of biscuit dough. A separate

test set contains 32 samples. The two sets were created and

measured on different occasions. Further descriptions and

modelling based on this data set can be found in References

[16,17].

In the calibrations, wavelengths will be ignored. Instead

we will refer to them as variables numbered in increasing

order (the ith variable xi represents a specific wavelength as

follows: i! [(i� 1)
 2þ	low] nm, where 	low is the wave-

length corresponding to the first variable x1).

6. CALIBRATIONS AND RESULTS

6.1. Case study: NIR spectra of beer
This NIR data set shows some challenging features, and

several authors have analysed it. At both ends of the spectra

(see Figure 3), large variation is present. The lower end is

under the influence of high sample variation and the upper

end is clearly corrupted by instrumental noise.

The left column of Figure 4 confirms Höskuldsson’s [5]

observation that not much of y is explained by the first PLS

components. With the data partition described above, the

minimum CV error of PLS1 is obtained after nine compo-

nents, but inspection of the acceptance region indicates that

this model is not significantly better than a three-component

model. (Note that a four-component model much better

predicts the test set. Inspection of just the CV errors, how-

ever, gives no possibility of detecting this fact.)

The right column of Figure 4 shows the results of PPLS.

Here a correlation close to 0.98 is obtained already with one

component. For PPLS a minimum CV error model of two

components is found. No simpler model is available in the

acceptance region. Hence the two-component model is se-

lected as the final model. Owing to the individual optimiza-

tions for each component in PPLS, the corresponding

parameter values are �¼ 0.999 (almost an exact variable

selection) for the first component and �¼ 0.894 for the

second component. Figure 5 shows the parameter values

for the first 10 components of the beer data set.

An inspection of the right column of Figure 6 confirms that

the first loading weight does a strong selection correspond-

ing to the spike at one of the variables. The second loading

weight essentially shows an interval covering approximately

60 variables. These necessarily support the non-zero regres-

sion coefficients (beta-coeffs), which indicate important cor-

relations in the data similar to the interval approach

suggested by Höskuldsson [5]. Except for the P-loadings of

PPLS that necessarily look similar to those of the PLS model,

the differences in model complexity regarding loading

weights and regression coefficients are quite conspicuous.

The PPLS model has both fewer and much simpler compo-

nents that select quite narrow regions of importance. The

result is a model that is considerably simpler to understand

and that predicts far better than the PLS model.

6.2. Results for all data sets
Table I shows prediction summaries (RMSEP and the correla-

tion between y and ŷy) of the independent test data for the

models selected by the acceptance region approach de-

scribed in Section 3. The figures in parentheses are reference

Figure 3. NIR spectra of the data sets considered.
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values obtained from the minimum CV error model. Appar-

ently, the acceptance region approach does not show any

tendency towards selecting models predicting more poorly

for the data in the present study.

For the above collection of data sets the average number of

PPLS components is 3.2 compared with 6.9 for PLS1. Further

inspection of these components showed that the gap in

complexity between the PPLS and PLS models was compar-

able to the experiences from the beer data set analysed in

Section 6.1. Graphics similar to Figures 4–6 should be in-

spected for proper understanding of all the generated mod-

els. The simple form of the PPLS model for the beer data set

is not an outlier in the present study. The PPLS models of the

other data sets showed similar features.

An ANOVA based on the number of components used

with respect to methods and data sets has supported the

impression of a significant difference (at 5%) between PLS

and PPLS. PPLS also shows the best performance with

respect to predictions for seven out of the nine data sets.

One can observe that PLS1 seems to ‘fail’ on the beer data,

sucrose of the sugar data and flour of the biscuit dough data

compared with PPLS. On the contrary, PPLS ‘fails’ on fat of

the biscuit dough data. The implicit variable selection often

obtained for several of the components when the PPLS

algorithm is given no restrictions on the large values for the

parameter � can probably explain the distinct features of

the derived models. In situations where a sufficient

amount of the relevant information can be found in narrow

regions, and hence is easily detected by PPLS, the classical

PLS loads on a lot of irrelevant information that most likely

will disturb its predictive capability.

On the contrary, PPLS clearly risks running into trouble

with spurious correlations from apparently dominant vari-

ables when the required information in fact is distributed

more or less over the complete set of variables. Models

relying too heavily on very spiked loading weights may

Figure 5. �-Values of the different components for the beer

data set.

Figure 4. Acceptance regions (5% significance level), prediction errors and correlations for PLS1 and PPLS. The right circle

indicates the minimum CV error model. The left circle corresponds to the chosen model.
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therefore lack the appropriate robustness for future pre-

dictions. Because the training and test samples are pro-

duced and measured on different days, there are reasons to

suspect such problems for the biscuit dough data. Model-

ling was therefore repeated for these data. The last eight

rows of Table I report the performance for models opti-

mized over a parameter interval ranging from 0 to 0.95.

Three of the four models show improvement, and predic-

tions of the PPLS model for fat are now much closer to

those of the PLS model. Parameter values for the PPLS

models based on the two optimizations are shown in

Table II. Note that the �-values of the first component for

the two responses fat (first and second rows) and water

(seventh and eighth rows) drop drastically for the [0, 0.95]

interval. Rather than stretching towards the variables of

high correlations (� near 0.95), the algorithm finds compo-

nents dominated by variables of high variances (� closer to

0) to give better overall correlation to the responses.

Figure 6. Regression (beta-) coefficients and loadings for the beer data set.
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7. DISCUSSION

The present paper suggests a modification of the classical

PLS1 by means of a more flexible strategy for extraction of

components. Rather than computing loading weights by

maximizing covariances, a stepwise optimization over a set

of candidate loading weights based on powers of correla-

tions and standard deviations is proposed. The method does

not exclude the possibility of giving large weights to vari-

ables with small variance. For data sets where a few X-

variables have causal connection both to y and to several of

the other X-variables, conventional methods produce regres-

sion coefficient estimates that are affected by the complete

correlation structure in the X-data. This can be avoided with

the PPLS method.

By taking ‘large’ powers of the correlation parts, the

influence of noisy variables and spurious correlations is

more effectively neutralized. This was clearly demonstrated

with the benchmark data sets. Without loss of prediction

accuracy we obtained much simpler models with respect to

both the number of components extracted and the number of

essentially non-zero regression coefficients. On average,

PPLS needed less than half the number of components

preferred by PLS1.

Variables can be effectively removed if one, by convention,

in the implementation of the PPLS algorithm (see the MA-

TLAB code in the Appendix) truncates to 0 all the loading

weights that become smaller than the numerical floating

point accuracy (in MATLAB the default value eps is

2.2204
 10�17). Hence dominance of parameters close to 1

in PPLS implies a true selection of variables (those ending up

with non-zero beta coefficients) that for continuous X-data

are often grouped together in narrow intervals (see Figure 2).

Since such intervals tend to appear around variables with

large correlations to y, the effect is similar to Höskuldsson’s

[5] interval selection strategy. In this perspective it is not

surprising that PPLS can produce good models without the

need for preprocessing like orthogonal signal correction

(OSC) or similar methods. The OSC preprocessing philoso-

phy initiated by Wold et al. [18] is designed to remove X-

variation not related to y. Note that Höskuldsson [5] dis-

cusses several approaches and applies his own version of

Table I. Performance of selected and MSECVmin models measured with the independent test sets. Results of the MSECVmin

models are given in parentheses. Results of remodelling for the dough data with restrictions on the parameters are shown in the

last eight rows

Data set Method Components RMSEP Correlation (y; ŷy)

Beer (a) PLS1 3 (9) 1.374 (0.735) 0.832 (0.960)
Beer (b) PPLS 2 (7) 0.173 (0.176) 0.998 (0.997)
Gasoline (a) PLS1 3 (5) 0.238 (0.249) 0.987 (0.986)
Gasoline (b) PPLS 3 (4) 0.196 (0.170) 0.992 (0.994)
Sugar (sucrose) (a) PLS1 13 (14) 2.938 (3.295) 0.973 (0.972)
Sugar (sucrose) (b) PPLS 6 (7) 1.112 (0.909) 0.998 (0.999)
Sugar (glucose) (a) PLS1 10 (11) 1.627 (1.919) 0.995 (0.997)
Sugar (glucose) (b) PPLS 3 (4) 1.118 (0.779) 0.995 (0.999)
Sugar (fructose) (a) PLS1 14 (19) 2.258 (1.872) 0.993 (0.993)
Sugar (fructose) (b) PPLS 3 (4) 0.354 (0.704) 0.999 (0.999)
Dough (fat) (a) PLS1 11 (24) 0.364 (0.751) 0.984 (0.986)
Dough (fat) (b) PPLS 8 (15) 0.482 (0.429) 0.988 (0.982)
Dough (sucrose) (a) PLS1 3 (6) 1.694 (1.092) 0.915 (0.976)
Dough (sucrose) (b) PPLS 3 (3) 1.795 (1.795) 0.942 (0.942)
Dough (flour) (a) PLS1 2 (6) 4.135 (1.351) 0.585 (0.932)
Dough (flour) (b) PPLS 3 (5) 0.897 (0.890) 0.950 (0.970)
Dough (water) (a) PLS1 3 (6) 0.580 (0.579) 0.954 (0.943)
Dough (water) (b) PPLS 3 (4) 0.451 (0.601) 0.966 (0.969)

Table II. Dough data—parameter (�) values for PPLS models optimized over the full [0, 1] and the restricted [0, 0.95] parameter

intervals. Results are rounded to three decimal places and significant components are shown in bold type)

�-Interval Response Comp1 Comp2 Comp3 Comp4 Comp5 Comp6 Comp7 Comp8

[0, 1] Fat 0.992 0.930 0.326 0.328 0.378 0.981 0.953 0.941
[0, 0.95] Fat 0.121 0.950 0.950 0.950 0.886 0.586 0.539 0.905

[0, 1] Sucrose 1.000 1.000 0.974 1.000 0.961 0.911 0.989 0.999
[0, 0.95] Sucrose 0.950 0.950 0.950 0.919 0.726 0.950 0.950 0.697
[0, 1] Flour 1.000 1.000 1.000 0.972 0.872 0.961 0.951 0.388
[0, 0.95] Flour 0.950 0.950 0.887 0.950 0.950 0.885 0.950 0.950
[0, 1] Water 1.000 0.971 0.262 1.000 0.988 0.984 0.999 0.899
[0, 0.95] Water 0.040 0.658 0.621 0.950 0.950 0.879 0.950 0.950
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OSC to the beer data set. After removing four OSC compo-

nents, he reports a two-component model with predictive

performance similar to the model directly found by PPLS.

The approach of PPLS is straightforward to use in combi-

nation with prior information or preference about variables.

The selection of intervals prior to the PLS modelling sug-

gested by Höskuldsson [5] can be seen as an exploitation of

such knowledge. Another relevant aspect regarding prior

knowledge (or preference), as we observed for the dough

data, is the choice of the upper limit for �. The lesson to learn

here is that the multivariate nature of the problem necessa-

rily is an important aspect. If one suspects that the causal

connection between X and y is hidden in truly multivariate

X-factors, this should be taken into consideration for later

modelling with similar data. A sound strategy might be to

start with an upper parameter limit of say 0.9 or 0.95 to

explore the predictive possibilities in a data set. By investi-

gating the effect of increasing the upper parameter limit

towards 1.00, the PPLS approach might serve as a flexible

and explorative modelling tool for trading off between

interpretations, variable selections and predictive perfor-

mance. Because the algorithm for computation of the loading

weights is the only difference of real importance compared

with the classical PLS1, a trained PLS user will of course be

able to handle PPLS with similar ease.

An extensive simulation study with various covariance

structures in the X-data (details omitted) has confirmed that

the good performance of PPLS is not limited to data sets with

continuous X-data. Like the usual PLS, it can be expected to

work with X-data of most covariance structures.

Model selection in PLS1 directly based on the minimum

cross-validation error is sometimes criticized as greedy with

respect to inclusion of components and hence complexity.

The proposed model selection strategy of choosing the

simplest model i with MSECVi inside the acceptance region

is more conservative. Among the models not rejected, the

idea of preferring the simplest (lowest number of compo-

nents) is consistent with the principle of parsimony (Occam’s

razor ). Note that the idea of an acceptance region makes

sense for model selection in most cases where model preci-

sion is estimated by either cross-validation or a test set. It

should be noted, however, that there are some limitations

affecting the suggested approach.

� Number of extracted components. The detected MSECVmin

model can be ‘false’ in the sense that there may be larger

models (having more components than the maximal num-

ber of extracted components) not inspected that have a

lower CV error. Hence the random variable n�MSECVmin/

�2 used in the definition of the acceptance region may be

spurious.

� Choice of cross-validation strategy. Different cross-validation

strategies may lead to different error estimates and possi-

bly MSECVmin models with a different number of compo-

nents. This may have a similar effect on the specification of

the acceptance region.

� Significance level. The specified significance level � has of

course a direct influence on the size of the acceptance

region. A larger � yields a smaller acceptance region and

hence a more restricted selection.

It should be noted that the suggested selection method is

not robust regarding influential samples. A possibly more

sensitive selection procedure can be designed by using the

CVANOVA with Tukey’s test for multiple comparisons [19].

A separate study should investigate the advantages and

disadvantages of these and possibly other selection proce-

dures designed to be more conservative than the minimum

CV error approach.

The work presented here is restricted to regression with a

single response (the scope of PLS1). Extensions to handle

multiresponse regression (hence generalizing PLS2) as well

as discriminant analysis are relatively straightforward and

will be published soon.
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14. Öjelund H, Madsen H, Thyregod P. Calibration with
absolute shrinkage. J. Chemometrics 2001; 15: 497–509.

15. Kalivas JH. Two data sets of near infrared spectra.
Chemometrics Intell. Lab. Syst. 1997; 37: 255–259.

16. Osborne BG, Fearn T, Miller AR, Douglas S. Application
of near infrared spectroscopy to the compositional ana-
lysis of biscuits and biscuit doughs. J. Sci. Food Agric.
1984; 35: 99–105.

17. Brown PJ, Fearn T, Vannucci M. Bayesian wavelet
regression on curves with application to a spectroscopic
calibration problem. J. Am. Statist. Assoc. 2001; 96: 398–
408.

18. Wold S, Antti F, Lindgren JÖ. Orthogonal signal correc-
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function [beta, pot, W, P, T, mX, mY] = ppls(X, Y, pc, lower, upper)

[n,m] = size(X);

% Centering of X & Y:

mX = mean(X);

X = X-ones(n,1)*mX;

mY = mean(Y);

Y = Y-mY;

% Declaration of variables

W = zeros(m,pc); % Loading weights

T = zeros(n,pc); % T-scores

P = zeros(m,pc); % P-loadings

Q = zeros(1,pc); % Q-loadings (trivial here)

beta = zeros(m,pc); % Regression coefficients for models of 1 to pc compo-

nents

pot = zeros(pc,1); % For powers from calculations of w-s in R

orto = 0; % < > 0 indicates orthogolalization of loading weights

for a = 1:pc % Notation corresponding to frame 3.4 of Martens & Næs

[w, pot(a)] = R(X, Y, W(:,1:a), lower, upper, orto);

W(:,a) = w/norm(w);

ind1 = find(abs(W(:,a)) > = eps);

ind2 = find(abs(W(:,a)) <eps);

W(ind2,a) = 0;

t = X(:,ind1)*W(ind1,a);

nt = t/(t’*t);

T(:,a) = t;

P(:,a) = X’*nt;

Q(a) = Y’*nt;

X = X-T(:,a)*P(:,a)’;

Y = Y-T(:,a)*Q(a);

beta(:,a) = W(:, 1:a) * pinv(P(:,1:a)’*W(:, 1:a)) * Q(1:a)’;

end;

APPENDIX. MATLAB CODE

A.1. The PPLS algorithm
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function [w, pot] = R(X, Y, W, lower, upper, orto)

% R returns the loadingweights (w) and the best corresponding parameter (pot) according to

% specifications given the function (lw_bestpar).

% The solution [w, pot] returned, is a loading weight (w) and the corresponding

% parameter value (pot), where 0< = lower< = pot< = upper< = 1.

% Optionally orthogonalization of w with respect to earlier loadnig weights in W executed.

u = CorrXY(X, Y); % Correlations between the X-variables and Y

sng = sign(u); % Sign of the correlations

v = std(X)’; % Standard deviations of X

u = abs(u); % Absolute values of the correlations

[mu iu] = max(u); [mv iv] = max(v); % ‘iu’ is the index of the X-variable most correlated to Y

% ‘iv’ is the index of the X-variable with the largest standard deviation

u = u/mu; v = v/mv; % Scaled absoulte values of the correlations and standard deviations

% (to assure max(u) = max(v) = 1). This is tric to

% stabelize computations inside ‘lw_bestpar’.

[w, pot] = lw_bestpar(X, Y, u, v, sng, iu, lower, upper); % Computation of the best loading

% weight and corresponding parameter value

if orto � = 0 % Optional: To remove the W-directions accounted for by earlier

w = w-W*W’*w; % loading weights if indicatied by ‘‘orto’’

end;

A.2. Computation of candidate loading weights (called by A.1)

function [w, pot] = lw_bestpar(X, Y, u, v, sng, i, lower, upper)

% This function is called by the function ‘R’ and it finds the parameter (pot)

% where 0< = lower< = pot< = upper< = 1, and the corresponding loading weight (w) that

% (in absolute value) maximizes the correlation between Y and Xw. The

% optimization is handeled by calling the MATLAB system-function ‘fminbnd’ to

% minimize the function ‘f(p, X, Y, sng, u, v)’.

% ‘fminbnd’ implements a one-variable optimization by the golden section search

% and parabolic interpolation method (see Brent, Richard. P., Algorithms for

% Minimization without Derivatives, Prentice-Hall, Englewood Cliffs, New

% Jersey, 1973).

pot = fminbnd(@(p) f(p, X, Y, sng, u, v), lower, upper); % The optimal parameter ‘pot’ is found

w = sng.*(u.^(pot/(1-pot)).*v.^((1-pot)/pot)); % The correspondnig loading weights are calculated.

if upper = = 1 % Here we calculate and check if the most correlated variable

c3 = CorrXY([X*w X(:,i)], Y); % (correspondnig to the index parameter i)

[mc ic] = max(c3); % has a larger correlation to Y than Xw

if ic = = 2 % If the largest correlation is obtained by the i-th variable

w = 0*w; % all weights except for the i-th are set to 0 except

w(i) = 1; % the i-th.

pot = 1; % The parameter value is finally set to 1 to indicate occurence

end; % of an exact variable selection.

end;

function c = f(p, X, Y, sng, u, v);

w = sng.*(u.^(p/(1-p)).*v.^((1-p)/p)); % The expression for a valid loading weight

% Maximization of the correlation between (Xw and Y)is equivalent to minimization of:

c = -CorrXY(X*w,Y)^2;

A.3. Computation of best candidate loading weight (called by A.2)
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function ccxy = CorrXY(X,Y);

% Computing of correlations between the columns of X and Y

[n p] = size(X);

Y = (Y - mean(Y));

X = (X - ones(n,1)*mean(X));

sdX = std(X,1);

if (min(abs(sdX)) = = 0) % In case of constant varaibles

sdX(find(sdX = = 0)) = 1;

end;

ccxy = (X’*Y)./(n*std(Y,1)*sdX’);

A. 4. Computation of correlations betwen columns of X
and Y (called by A.2 and A.3)
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